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Visual information processing

• determining the behavior relevance of items of 
potential interest 

• shifting the gaze when necessary 

• acquiring information at fixation 

• constructing a model of the surrounding world 
as the basis of decision making
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V1 Orientation Selectivity

Hubel & Wiesel, 1968
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Ventral Pathway Beyond V1
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IT: Face Selectivity
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like” hand stimulus was used because this was a time when the
use of gratings was very fashionable in visual studies and it
was suggested that our so-called hand cells might just reflect
responsiveness to a grating of a particular spatial frequency. [A
suggestion actually made by the original sponsor and paymaster
of our IT research (Teuber, 1978).]

Some results from two of our early face cells are shown in
Figs. 2 and 3. The response of both cells depended on the orien-

tation of the face. In the first cell, the response could be reduced
by modifying the face, as by removing the eyes or the mouth. It
was as if this cell was summating information about face parts
that it received. The second cell, although also orientation selec-
tive would only respond to the entire face and not to any of its
components. We saw a third class of cells that unlike the first
two would respond to a face in any orientation but required,
like the second type, the entire face not just some components.

Fig. 4. Responses of a neuron in the superior temporal polysensory area (i.e. in the dorsal bank of the anterior superior temporal sulcus) that responded better to
faces than to other stimuli. Removing the eyes from the face or presenting a caricature elicited a reduced response. Cutting the face photograph into segments and
rearranging the segments eliminated the response. The receptive field is shown on the lower right, C, contralateral, I, ipsilateral (Bruce et al., 1981).

Bruce et al., 1981
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After Gerstein and I set up an electrophysiology lab, he left
for the University of Pennsylvania but continued as a collabo-
rator. We were soon joined by a newly arrived post doc, Peter
Schiller. We showed that single neurons in inferior temporal cor-
tex responded to visual stimuli and not auditory stimuli and the
opposite was true in superior temporal cortex (cytoarchitectonic
area TA) (Gross, Schiller, Wells, & Gerstein, 1967). In these
experiments the animals were anesthetized.

We also recorded from single IT neurons in awake behav-
ing animals during a visual delayed match from sample task
and in a crude “attention” task, and found suggestions of atten-
tional and mnemonic modulation of IT activity (described later
in Gross, Bender, & Gerstein, 1979). It was difficult to disso-
ciate a possible attention effect from the alternative possibility
that the neurons had receptive fields that always included the
fovea (both eventually turned out to be the case). So we returned
to the use of immobilized preparations to plot visual receptive
fields more carefully than we had tried before. By this point I
had moved to the Harvard psychology department and had been
joined by David Bender and Carlos Eduardo Rocha-Miranda.
The three of us worked out most of the six basic properties

of IT neurons that are described below (Gross, Bender, &
Mishkin, 1977; Gross, Bender, & Rocha-Miranda, 1969; Gross,
Rocha-Miranda, & Bender, 1972; Rocha-Miranda, Bender,
Gross, & Mishkin, 1975). Further exploration of the proper-
ties of IT cells was carried out later with Bob Desimone, Tom
Albright, Charlie Bruce and others (e.g. Albright & Gross, 1990;
Bruce, Desimone, & Gross, 1981; Bruce, Desimone, & Gross,
1986; Colombo, Eickhoff, & Gross, 1993; Desimone & Gross,
1979; Desimone, Albright, Gross, & Bruce, 1984; Gochin,
Colombo, Dorfman, Gerstein, & Gross, 1994; Gochin, Miller,
Gross, & Gerstein, 1991; Gross, Bruce, Desimone, Fleming, &
Gattass, 1981; Gross, Desimone, Albright, & Schwartz, 1984;
Gross, Desimone, Albright, & Schwartz, 1985; Gross, Rodman,
Gochin, & Colombo, 1993; Miller, Gochin, & Gross, 1991;
Miller, Gochin, & Gross, 1993; Rodman, Gross, & Scalaidhe,
1993; Rodman, Scalaidhe, & Gross, 1993; Rodman, Skelly, &
Gross, 1991; Schwartz, Desimone, Albright, & Gross, 1983).

First, IT neurons had visual receptive fields but they were
not organized retinotopically as was the case for previously
described visual areas. Rather, virtually all the receptive fields
included the center of gaze (the projection of the fovea). Fur-

Fig. 1. Responses of an IT neuron that responded more strongly to hands than to any other stimulus tested. (A) Comparison of responses to hand-like and other
patterns. Stimuli were a 3D model of a human hand, a cutout with the shape of the hand model, a cutout with the shape of a monkey hand, a cutout with the shape
of a monkey hand with the inter-digit spaces removed (“mitten”), a partially scrambled photograph of the model of the back of the human hand, two “grating-like”
hands, a 3D model of a human face and a rectangle. Stimuli were randomly interleaved and moved at 1.2◦ s−1 from contralateral to ipsilateral into a 15◦ window
centered at the fovea as indicated by the horizontal lines. The histograms were based on five trials. (B) Responses to the hand cutouts in different orientations. The
arrows show the direction of stimulus motion and of time in the histograms. Other parameters as in A (Desimone et al., 1984).

Desimone et al, 1984



Beyond IT: Concept Neurons

the false positive rate (x axis) the relative number of responses to
other pictures. The ROC curve corresponds to the performance of a
linear binary classifier for different values of a response threshold.
Decreasing the threshold increases the probability of hits but also of
false alarms. A cell responding to a large set of pictures of different
individuals will have a ROC curve close to the diagonal (with an area
under the curve of 0.5), whereas a cell that responds to all pictures of
an individual but not to others will have a convex ROC curve far from
the diagonal, with an area close to 1. In Fig. 1c we show the ROC
curve for all seven pictures of Jennifer Aniston (red trace, with an area
equal to 1). The grey lines show 99 ROC surrogate curves, testing
invariance to randomly selected groups of pictures (see Methods). As
expected, these curves are close to the diagonal, having an area of
about 0.5. None of the 99 surrogate curves had an area equal or larger
than the original ROC curve, implying that it is unlikely (P , 0.01)

that the responses to Jennifer Aniston were obtained by chance. A
responsive unit was defined to have an invariant representation if the
area under the ROC curve was larger than the area of the 99 surrogate
curves.
Figure 2 shows another single unit located in the right anterior

hippocampus of a different patient. This unit was selectively acti-
vated by pictures of the actress Halle Berry as well as by a drawing of
her (but not by other drawings; for example, picture no. 87). This
unit was also activated by several pictures of Halle Berry dressed as
Catwoman, her character in a recent film, but not by other images of
Catwoman that were not her (data not shown). Notably, the unit was
selectively activated by the letter string ‘Halle Berry’. Such an
invariant pattern of activation goes beyond common visual features
of the different stimuli. As with the previous unit, the responses were
mainly localized between 300 and 600ms after stimulus onset.

Figure 2 | A single unit in the right anterior hippocampus that responds to
pictures of the actress Halle Berry (conventions as in Fig. 1).
a–c, Strikingly, this cell also responds to a drawing of her, to herself dressed
as Catwoman (a recent movie in which she played the lead role) and to the

letter string ‘Halle Berry’ (picture no. 96). Such an invariant response cannot
be attributed to common visual features of the stimuli. This unit also had a
very low baseline firing rate (0.06 spikes). The area under the red curve in c is
0.99.

LETTERS NATURE|Vol 435|23 June 2005

1104
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Deep learning models for  
the ventral pathway
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a rectified linear threshold or a sigmoid, (iii) pooling, a nonlinear  
aggregation operation—typically the mean or maximum of local  
values13, and (iv) divisive normalization, correcting output values to 
a standard range17. Not all HCNN incarnations use these operations 
in this order, but most are reasonably similar. All the basic operations 
exist within a single HCNN layer, which is then typically mapped to 
a single cortical area.

Analogously to neural receptive fields, all HCNN operations are 
applied locally, over a fixed-size input zone that is typically smaller 
than the full spatial extent of the input (Fig. 1c). For example, on a 
256 × 256 pixel image, a layer’s receptive fields might be 7 × 7 pixels. 

Because they are spatially overlapping, the filter and pooling operations  
are typically ‘strided’, meaning that output is retained for only a  
fraction of positions along each spatial dimension: a stride of 2 in 
image convolution will skip every second row and column.

In HCNNs, filtering is implemented via convolutional weight shar-
ing, meaning that the same filter templates are applied at all spatial 
locations. Since identical operations are applied everywhere, spatial 
variation in the output arises entirely from spatial variation in the 
input stimulus. It is unlikely the brain literally implements weight 
sharing, since the physiology of the ventral stream and other sensory 
cortices appears to rule out the existence of a single master location in 
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Figure 1 HCNNs as models of sensory  
cortex. (a) The basic framework in which  
sensory cortex is studied is one of encoding—the process by which stimuli are transformed  
into patterns of neural activity—and decoding, the process by which neural activity generates  
behavior. HCNNs have been used to make models of the encoding step; that is, they describe  
the mapping of stimuli to neural responses as measured in brain. (b) The ventral visual pathway is the most comprehensively studied sensory cascade. 
It consists of a series of connected cortical brain areas (macaque brain shown). PIT, posterior inferior temporal cortex; CIT, central; AIT, anterior; 
RGC, retinal ganglion cell; LGN, lateral geniculate nucleus. DoG, difference of Gaussians model; T(•), transformation. (c) HCNNs are multilayer neural 
networks, each of whose layers are made up of a linear-nonlinear (LN) combination of simple operations such as filtering, thresholding, pooling and 
normalization. The filter bank in each layer consists of a set of weights analogous to synaptic strengths. Each filter in the filter bank corresponds to a 
distinct template, analogous to Gabor wavelets with different frequencies and orientations; the image shows a model with four filters in layer 1, eight in 
layer 2, and so on. The operations within a layer are applied locally to spatial patches within the input, corresponding to simple, limited-size receptive 
fields (red boxes). The composition of multiple layers leads to a complex nonlinear transform of the original input stimulus. At each layer, retinopy 
decreases and effective receptive field size increases. HCNNs are good candidates for models of the ventral visual pathway. By definition, they are image 
computable, meaning that they generate responses for arbitrary input images; they are also mappable, meaning that they can be naturally identified in a 
component-wise fashion with observable structures in the ventral pathway; and, when their parameters are chosen correctly, they are predictive, meaning 
that layers within the network describe the neural response patterns to large classes of stimuli outside the domain on which the models were built.

Box 1 Minimal criteria for a sensory encoding model 

We identify three criteria that any encoding model of a sensory cortical system should meet:
Stimulus-computability: The model should accept arbitrary stimuli within the general stimulus domain of interest;
Mappability: The components of the model should correspond to experimentally definable components of the neural system; and
Predictivity: The units of the model should provide detailed predictions of stimulus-by-stimulus responses, for arbitrarily chosen neurons in each 
mapped area.
These criteria may sometimes be in tension—insisting on mappability at the finest grain might hinder identifying models that actually work for complex 
real-world stimuli, since low-level circuit tools may operate best in reduced stimulus regimes. While seeking detailed models of neural circuit connec-
tivity in simplified contexts is important, if such models do not add up in the aggregate to accurate predictors of neural responses to real-world stimuli, 
the utility of their lower-level verisimilitude is limited.

P E R S P E C T I V E

Yamins and DiCarlo, 2016



Model Predicts Neural Data

Yamins et al, 2014
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Though the top hidden layers of these goal-driven models end up 
being predictive of IT cortex data, they were not explicitly tuned to 
do so; indeed, they were not exposed to neural data at all during the 
training procedure. Models thus succeeded in generalizing in two 
ways. First, the models were trained for category recognition using 
real-world photographs of objects in one set of semantic catego-
ries, but were tested against neurons on a completely distinct set of  
synthetically created images containing objects whose semantic cat-
egories were entirely non-overlapping with that used in training. 
Second, the objective function being used to train the network was 

not to fit neural data, but instead the downstream behavioral goal 
(for example, categorization). Model parameters were independently 
selected to optimize categorization performance, and were compared 
with neural data only after all intermediate parameters—for example, 
nonlinear model layers—had already been fixed.

Stated another way, within the class of HCNNs, there appear to be 
comparatively few qualitatively distinct, efficiently learnable solutions 
to high-variation object categorization tasks, and perhaps the brain is 
forced over evolutionary and developmental timescales to pick such a 
solution. To test this hypothesis it would be useful to identify non-HCNN  
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Figure 2 Goal-driven optimization yields neurally predictive models of ventral visual cortex. (a) HCNN models that are better optimized to solve 
object categorization produce hidden layer representations that are better able to predict IT neural response variance. The x axis shows performance 
(balanced accuracy; chance is 50%) of the model output features on a high-variation object categorization task. The y axis shows the median single-
site IT response predictivity of the last hidden layer of the HCNN model, over n = 168 IT sites. Site responses are defined as the mean firing rate 
70–170 ms after image onset. Response predictivity is defined as in Box 2. Each dot corresponds to a distinct HCNN model from a large family of such 
models. Models shown as blue circles were selected by random draws from object categorization performance-optimization; black circles show controls 
and earlier published HCNN models; red squares show the development over time of HCNN models produced during an optimization procedure that 
produces a specific HCNN model33. PLOS09, ref. 15; SIFT, shape-invariant feature transform; HMO, optimized HCNN. (b) Actual neural response 
(black trace) versus model predictions of the last hidden layer of an HCNN model (red trace) for a single IT neural site. The x axis shows 1,600 test 
images, none of which were used to fit the model. Images are sorted first by category identity and then by variation amount, with more drastic image 
transformations toward the right within each category block. The y axis represents the response of the neural site and model prediction for each  
test image. This site demonstrated face selectivity in its responses (see inset images), but predictivity results were similar for other IT sites33.  
(c) Comparison of IT and V4 single-site neural response predictivity for various models. Bar height shows median predictivity, taken over 128 predicted 
units in V4 (left panel) or 168 units in IT (right panel). The last hidden layer of the HCNN model best predicts IT responses, while the second-to-last 
hidden layer best predicts V4 responses. (d) Representational dissimilarity matrices (RDMs) for human IT and HCNN model. Blue color indicates 
low values, where representation treats image pairs as similar; red color indicates high values, where representation treats image pairs as distinct. 
Values range from 0 to 1. (e) RDM similarity, measured with Kendall’s A, between HCNN model layer features and human V1–V3 (left) or human IT 
(right). Gray horizontal bar represents range of performance of the true model given noise and intersubject variation. Error bars are s.e.m. estimated by 
bootstrap resampling of the stimuli used to compute the RDMs. *P < 0.05, **P < 0.001, ****P < 0.0001 for difference from 0. Panels a–c adapted 
from ref. 33, US National Academy of Sciences; d and e adapted from ref. 35, S.M. Khaligh-Razavi and N. Kriegeskorte.
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Visual information processing

• determining the behavior relevance of items of 
potential interest 

• shifting the gaze when necessary 

• acquiring information at fixation 

• constructing a model of the surrounding world 
as the basis of decision making
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to its responses during covert attention, LIP (like the FEF
and SC) also reliably responds in relation to saccadic
eye movements. LIP neurons encode the selection and
memory for upcoming saccade targets (Gottlieb et al.,
1998; Ipata et al., 2006; Powell and Goldberg, 2000),
and pharmacological inactivation of this area impairs sac-
cade target selection during visual search (Wardak et al.,
2002). Thus, in parallel with its role in covert attention,
LIP is also important for selecting targets for saccadic
eye movements.

This dual recruitment in relation to attention and sac-
cade planning raises the question of how neural sub-
strates mediating covert attention relate to those driving
overt action. Psychophysical studies reveal that this rela-
tion is complex, reflecting both interdependence and
independence of the two functions. On one hand, as dis-
cussed above, attention can be shifted covertly, without
necessarily triggering an eye movement, illustrating the
independence of attention and saccades. On the other

hand, if a saccade is planned, the preparation of the
movement automatically draws attention to the saccade
goal, showing a degree of overlap between neural sub-
strates of attention and saccades (Bisley and Goldberg,
2003a; Kowler et al., 1995). Thus, mechanisms of attention
are dissociable, but only partly so, from those driving eye
movements.

Consistent with these behavioral observations, single
neuron recordings show that LIP neurons have complex
mixtures of attentional and saccade-related responses.
However, even though LIP neurons have saccade-related
activity, their activity more closely reflects covert attention
than saccade motor output. A good illustration of this
point is in the findings of Bisley and Goldberg, who directly
measured the locus of covert attention during a task
involving both saccade planning and a salient distractor
(Bisley and Goldberg, 2003a). Monkeys were briefly
shown a saccade target and were required to remember
the location of this target across a delay interval

Figure 2. Multiple Bottom-Up and
Top-Down Influences in Area LIP
(A) LIP neurons respond to distracting visual
transients with different physical properties.
A visual perturbation consisting of the appear-
ance of a new object (FRAME), increase or
decrease in luminance (INT+ and INT!), or
change in position (MOVE) or color (COL) was
presented during performance of a covert
search task. The perturbation was shown for
50 ms and was followed 200 ms later by ap-
pearance of the search array (time 0, dashed
vertical line). Traces represent the difference
in population firing rates on trials in which a per-
turbation did and did not appear in the recep-
tive field. Reproduced with permission from
Balan and Gottlieb, 2006 (copyright 2006 by
the Society for Neuroscience).
(B) Convergence of responses to saccade
targets and bottom-up salience in LIP and
behavior in one monkey. Bottom panels show
population activity in LIP evoked by a saccade
target (cyan) or a distractor (pink) in the
receptive field and the p value from a running
Wilcoxon test comparing the two responses
(black). The top panels show normalized
contrast thresholds at the location of the target
(blue) or of the distractor (red). The locus of
lowered contrast threshold (values below 1,
dashed line) switched from the distractor at
the earliest time point to the target at later
time points. The time of this switch coincides
with the time when the balance of LIP activity

switches from greater responses to the distractor to greater responses to the target. Reproduced with permission from AAAS from Bisley and Gold-
berg, 2003a.
(C) LIP responses are modulated by reward probability. Monkeys performed a dynamic foraging task in which they tracked the changing reward
values of each of two saccade targets. Traces represent population responses (peak normalized) for neurons with significant effects of reward
probability. Blue traces represent saccades toward the receptive field, and green traces represent saccades opposite the receptive field. Traces
are further subdivided according to local fractional income (reward probability during the past few trials): solid thick lines, 0.75–1.0; solid medium
lines, 0.5–0.75; solid thin line, 0.25–0.5; dotted thin lines, 0–0.25. Activity for saccades toward the receptive field increased, and that for saccades
away decreased as function of local fractional income, resulting in more reliable spatial selectivity (difference between the two saccade directions)
with increasing reward probability. Reproduced with permission from AAAS from Sugrue et al., 2004.
(D) LIP responses reflect the accumulation of information in a perceptual discrimination task. The monkey viewed a random-dot display containing
a variable motion signal and made a saccade to one of two targets to indicate their perception of motion direction. When monkeys made saccades
toward the receptive field (solid traces, T1), LIP activity increased faster for increasing motion strength (percent of coherently moving dots). When the
saccade choice was opposite the receptive field (dashed traces, T2), LIP responses declined more sharply for higher motion strength. Thus, the depth
of spatial selectivity in LIP reflected the strength on the perceptual evidence on which the decision was based. Reproduced with permission from
Roitman and Shadlen, 2002 (copyright 2002 by the Society for Neuroscience).

Neuron

Review

Neuron 53, January 4, 2007 ª2007 Elsevier Inc. 11

LIP - Salience

Balan & Gottlieb, 2006

dent. In the SAME context, perturbations
produced a large decrease in RT relative to
no-perturbation trials (38 ms, 7.35%) with
no change in accuracy (Table 1), suggesting
that monkeys used them as cues to target
location. In contrast, in the OPPOSITE con-
text, perturbations produced no change in
RT and only slight decline in accuracy (Ta-
ble 1). One possibility is that, in this context,
monkeys suppressed most of the exogenous
pull of the perturbation. Alternatively, it is
possible that monkeys used the perturbation
as a cue even in the OPPOSITE context, at-
tending first toward and then opposite from
it, to the expected target location. To address
this possibility, we compared the behavioral
effects of the OPPOSITE perturbation in
sessions using only two possible target–per-
turbation locations (neighborhood size 1),
in which the perturbation was always pre-
cisely 180° opposite the target, and in ses-
sions using four or six possible locations
(neighborhood size 2 or 3), in which the per-
turbation specified target location with
lesser precision, within a range of two or
three placeholders (see Materials and Meth-
ods). The percentage change in RT relative
to no-perturbation trials was not signifi-
cantly affected by neighborhood size, being
0.91, 0.37, and !0.14% for neighborhoods
of one, two, and three placeholders ( p "
0.05 for effect of neighborhood). This sug-
gests that monkeys did not use the perturba-
tion as a cue in the OPPOSITE context, be-
cause this strategy should yield greater
facilitation at smaller neighborhood size
when the perturbation was more informa-
tive about target. As expected, the frac-
tional change in RT was unaffected by
neighborhood size in the SAME condition
(!5.75, !6.58, and !7.41%; p " 0.05)
because, in this context, the perturbation
precisely marked target location regard-
less of neighborhood size. These data, to-
gether with the neural effects described
below, suggest that monkeys suppressed
most of the exogenous pull of the pertur-
bation in the OPPOSITE context (see also
Discussion).

Neural responses
We report neural activity in 79 LIP neurons
recorded in two hemispheres of each mon-
key (41 in monkey 1, 38 in monkey 2). Con-
sistent with the idea that LIP participates in
voluntary, covert attentional selection, neu-
rons reliably encoded the location of the
search target (Fig. 2b). Once the search dis-
play was presented, neural activity increased
strongly if the target was in the RF but remained weaker if the
target was opposite the RF and a distractor appeared in the RF,
thus tracking the location of the task-relevant target.

Our focus in this report is on the responses evoked by the

perturbations during the search task. Consistent with previous
findings (Powell and Goldberg, 2000; Bisley and Goldberg, 2003),
we found that, when perturbations appeared opposite the RF,
they produced no significant change in neural responses in any

Figure 1. Behavioral task. a, Visual search without perturbation (25% of trials). The placeholder display is constantly on in
the intertrial interval. To begin each trial, the monkey must fixate the central dot for a variable interval (1200 or 800 ms). In so
doing, the monkey brings the RF of the neuron (gray semicircle) onto one of the display elements. The target display is revealed
at time 0 (Target ON) by partial removal of two line segments, and the monkey must indicate the orientation of the E-shaped
target by releasing one response bar (Manual Response). b, Perturbation trials for the SAME context (top row) and the OPPOSITE
context (bottom row) when the perturbation (FRAME) appears 200 ms before the target (PB. ON; PTOA of !200 ms) in RF. The
perturbation is always presented for 50 ms and then turned off. c, Trials in which the perturbation (FRAME) appeared at 0 ms
(top row) and 200 ms (bottom row) PTOA in RF for the SAME context. In all trials, the placeholder display is restored 300 ms after
the manual response.
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LIP - Value

to its responses during covert attention, LIP (like the FEF
and SC) also reliably responds in relation to saccadic
eye movements. LIP neurons encode the selection and
memory for upcoming saccade targets (Gottlieb et al.,
1998; Ipata et al., 2006; Powell and Goldberg, 2000),
and pharmacological inactivation of this area impairs sac-
cade target selection during visual search (Wardak et al.,
2002). Thus, in parallel with its role in covert attention,
LIP is also important for selecting targets for saccadic
eye movements.

This dual recruitment in relation to attention and sac-
cade planning raises the question of how neural sub-
strates mediating covert attention relate to those driving
overt action. Psychophysical studies reveal that this rela-
tion is complex, reflecting both interdependence and
independence of the two functions. On one hand, as dis-
cussed above, attention can be shifted covertly, without
necessarily triggering an eye movement, illustrating the
independence of attention and saccades. On the other

hand, if a saccade is planned, the preparation of the
movement automatically draws attention to the saccade
goal, showing a degree of overlap between neural sub-
strates of attention and saccades (Bisley and Goldberg,
2003a; Kowler et al., 1995). Thus, mechanisms of attention
are dissociable, but only partly so, from those driving eye
movements.

Consistent with these behavioral observations, single
neuron recordings show that LIP neurons have complex
mixtures of attentional and saccade-related responses.
However, even though LIP neurons have saccade-related
activity, their activity more closely reflects covert attention
than saccade motor output. A good illustration of this
point is in the findings of Bisley and Goldberg, who directly
measured the locus of covert attention during a task
involving both saccade planning and a salient distractor
(Bisley and Goldberg, 2003a). Monkeys were briefly
shown a saccade target and were required to remember
the location of this target across a delay interval

Figure 2. Multiple Bottom-Up and
Top-Down Influences in Area LIP
(A) LIP neurons respond to distracting visual
transients with different physical properties.
A visual perturbation consisting of the appear-
ance of a new object (FRAME), increase or
decrease in luminance (INT+ and INT!), or
change in position (MOVE) or color (COL) was
presented during performance of a covert
search task. The perturbation was shown for
50 ms and was followed 200 ms later by ap-
pearance of the search array (time 0, dashed
vertical line). Traces represent the difference
in population firing rates on trials in which a per-
turbation did and did not appear in the recep-
tive field. Reproduced with permission from
Balan and Gottlieb, 2006 (copyright 2006 by
the Society for Neuroscience).
(B) Convergence of responses to saccade
targets and bottom-up salience in LIP and
behavior in one monkey. Bottom panels show
population activity in LIP evoked by a saccade
target (cyan) or a distractor (pink) in the
receptive field and the p value from a running
Wilcoxon test comparing the two responses
(black). The top panels show normalized
contrast thresholds at the location of the target
(blue) or of the distractor (red). The locus of
lowered contrast threshold (values below 1,
dashed line) switched from the distractor at
the earliest time point to the target at later
time points. The time of this switch coincides
with the time when the balance of LIP activity

switches from greater responses to the distractor to greater responses to the target. Reproduced with permission from AAAS from Bisley and Gold-
berg, 2003a.
(C) LIP responses are modulated by reward probability. Monkeys performed a dynamic foraging task in which they tracked the changing reward
values of each of two saccade targets. Traces represent population responses (peak normalized) for neurons with significant effects of reward
probability. Blue traces represent saccades toward the receptive field, and green traces represent saccades opposite the receptive field. Traces
are further subdivided according to local fractional income (reward probability during the past few trials): solid thick lines, 0.75–1.0; solid medium
lines, 0.5–0.75; solid thin line, 0.25–0.5; dotted thin lines, 0–0.25. Activity for saccades toward the receptive field increased, and that for saccades
away decreased as function of local fractional income, resulting in more reliable spatial selectivity (difference between the two saccade directions)
with increasing reward probability. Reproduced with permission from AAAS from Sugrue et al., 2004.
(D) LIP responses reflect the accumulation of information in a perceptual discrimination task. The monkey viewed a random-dot display containing
a variable motion signal and made a saccade to one of two targets to indicate their perception of motion direction. When monkeys made saccades
toward the receptive field (solid traces, T1), LIP activity increased faster for increasing motion strength (percent of coherently moving dots). When the
saccade choice was opposite the receptive field (dashed traces, T2), LIP responses declined more sharply for higher motion strength. Thus, the depth
of spatial selectivity in LIP reflected the strength on the perceptual evidence on which the decision was based. Reproduced with permission from
Roitman and Shadlen, 2002 (copyright 2002 by the Society for Neuroscience).
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Postulating a process of leaky integration
marks a conceptual shift from the parameter-
less matching law, appropriate for stationary
reward conditions, to a one-parameter model
of matching behavior appropriate for dynam-
ic conditions. The single parameter in this
simple model is the time constant ! of the
leaky integrator. How do changing values of
! affect the model’s behavior? Intuitively,
higher values of ! mean slower leaks and
would give rise to more stable and accurate
estimates of income. The cost of such reliable
estimates is that they respond sluggishly to
changes in the environment. Conversely, low-
er values of ! produce estimates of income that
respond quickly to change, but are substantially
noisier during periods of stability. Given this
trade-off between accuracy and adaptability,
what value of ! yields the highest income given
the statistics of our task?

To answer this question, we simulated the
behavior of the model on our task and exam-
ined how its performance varied as a function
of the integration time constant !. Each simu-
lation consisted of a quarter of a million choices
made by a model with a particular ! across the
identical sequence of reward-rate ratios and
block lengths encountered by our monkeys.
The thick black curve in Fig. 2C plots the
outcome of these simulations in terms of forag-
ing efficiency (the percentage of the maximum
reward rate achieved). We also plot realistic
bounds for performance imposed by the struc-
ture of the task. The upper bound demarcates
the average performance of an ideal probabilis-
tic forager. This hypothetical ideal strategy
“knows” the reward rate of each option, thereby
dispensing with the estimation process, and
uses this information to make choices that max-
imize its expected rate of reward. In contrast,
the lower bound shows the average perfor-
mance of a completely random foraging strate-
gy and represents chance performance in our
task. Despite its simplicity, the best-performing
leaky integrator model does well relative to
these bounds, collecting 93% of the rewards
attained by the ideal clairvoyant strategy.

How does our model compare to the
choices of real biological players? Our
monkeys’ behavior, indicated by the blue
circles on the same panel, corresponds well
with the predictions of the model. We es-
timated ! for each monkey by minimizing
the mean squared error between the proba-
bility of choice predicted by the model and
the animal’s actual binary choices across
all experiments. For each monkey, this
best-fit ! lies within a standard error of the
best-performing model. Foraging efficien-
cy was estimated as the percentage of the
maximum reward rate achieved by each
monkey across all experiments. These per-
formance levels fall just below that of the
model with a similar time constant, an un-
surprising outcome given that the monkeys,

unlike the model, are susceptible to vari-
ables such as distraction and satiation.

The next three panels of Fig. 2 further
explore the similarity between the behavior
of the best model and that of our monkeys.
Figure 2D shows the cumulative responses
of the best model (! " nine choices) across
the same series of blocks shown in Fig. 1C
for Monkey G. Qualitatively, the model
exhibits dynamic matching behavior that is
very similar to that of the animal. The next
two panels (Fig. 2, E and F) reinforce this
impression with more quantitative compar-
isons. First, the model predicts that the
probability of choosing red will vary lin-
early with the local fractional income from
red (the unity line in Fig. 2E). Figure 2E
shows this to be approximately true for the
behavioral data. Second, because the model
is strictly probabilistic, it predicts that the
number of successive trials on which a
player (monkey or model) will choose a
given color before switching will be dis-
tributed as the average of a family of ex-
ponentials. Figure 2F plots these distribu-
tions of stay durations; not only is the

monkeys’ distribution exponential, but it is
almost an exact fit to that of the model with
the best-performing ! (18).

These similarities in qualitative behavior,
foraging performance, fitted !, and simple
statistics demonstrate that our local matching
rule is an adequate descriptive model of real
choice behavior in this dynamic foraging task
(19). Moreover, they suggest that our animals
have tuned the time over which they integrate
reward information to be optimal for the par-
ticular statistics of the task they encountered.
The importance of this modeling effort goes
beyond its utility in understanding behavior.
The model provides us a window into the
animal’s internal valuation of available op-
tions and gives us a metric—local fractional
income—that allows us to estimate how the
monkey values each of the two colors on
every trial, even before it renders a decision.
Equipped with this quantitative trial-by-trial
measure, we are poised to explore how value
is represented in the brain.
The representation of fractional in-

come in the parietal cortex. The lateral
intraparietal (LIP) area of the posterior pari-

Fig. 1. Matching be-
havior in monkeys.
(A) The sequence of
events of an oculomo-
tor matching task: (i)
Fixate. To begin a run
of trials, the animal
must fixate the central
cross. (ii) Delay. Sac-
cade targets appear
(randomized spatially
by color) in opposite
hemifields while the
animal maintains fixa-
tion. (iii) Go. Dimming
of the fixation cross
cues a saccadic re-
sponse and hold. (iv)
Return. Brightening of
the fixation cross cues
return, target colors are
then rerandomized,
and the delay period of
the next trial begins.
Reward is delivered at
the time of the re-
sponse, if at all. Overall
maximum reward rate
is set at 0.15 rewards
per second. Relative re-
ward rates changed in
blocks (#100 to 200
trials) without warning;
ratios of reward rates were chosen unpredictably from the set {8 :1, 6 :1, 3 :1, 1:1}. (B) Dynamic
matching behavior. Representative behavior of Monkey G during a single session. Continuous blue curve
shows cumulative choices of the red and green targets. Black lines show average ratio of incomes
(red:green) within each block (here, 1:1, 1:3, 3 :1, 1:1, 1:6, and 6:1). Matching predicts that the blue and
black curves are parallel. (C) Slope space. Same data as in (B), plotted to allow visualization of ongoing
covariation in local ratios of income and choice. The x axis shows session time (in choices). The y axis
shows running estimates of the ratios of income (black) or choice (blue). Ratios were computed after
smoothing the series of rewards or choices with a causal half-Guassian kernel (SD of six choices) and
are expressed as slopes (arctangent of ratio). Thick horizontal black and blue lines indicate average
income and choice ratios within each block. Red asterisks highlight example regions where the choice
ratio obviously tracks local noise in the experienced ratio of incomes.
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LIP - Decision making
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Aligning the responses to saccade initia-
tion (Figure 5c, right) reveals a correlate of
commitment: a threshold rate of firing be-
fore Tin choices. When separated by motion
strength, the curves overlap considerably just
prior to the saccade and thus make it im-
possible to identify a single point of conver-
gence because each motion strength leads to
a broad distribution of RTs. When these same
responses are grouped by RT instead of mo-

tion strength, they achieve a common level
of activity ∼70 ms before saccade initiation
(arrow in Figure 5d ). Thus the decision
process appears to terminate when the neu-
rons associated with the chosen target reach
a critical firing rate. When the monkey
chooses Tout, another set of neurons—the
ones with the chosen target in their RFs—
determines the termination of the decision
process.
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fore Tin choices. When separated by motion
strength, the curves overlap considerably just
prior to the saccade and thus make it im-
possible to identify a single point of conver-
gence because each motion strength leads to
a broad distribution of RTs. When these same
responses are grouped by RT instead of mo-

tion strength, they achieve a common level
of activity ∼70 ms before saccade initiation
(arrow in Figure 5d ). Thus the decision
process appears to terminate when the neu-
rons associated with the chosen target reach
a critical firing rate. When the monkey
chooses Tout, another set of neurons—the
ones with the chosen target in their RFs—
determines the termination of the decision
process.
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Visual information processing

• determining the behavior relevance of items of 
potential interest 

• shifting the gaze when necessary 

• acquiring information at fixation 

• constructing a model of the surrounding world 
as the basis of decision making



Eye movement circuitry

Martinez-Conde et al, 2013



Saccadic Suppression

  Ibbotson & Krekelberg, 2011



Feedforward & Feedback 
Connections

Gilbert & Li, 2013
feedforward
feedfback



V4: Attention modulation

Reynolds and Desimone, 1999
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Results
HIERARCHICAL PREDICTIVE CODING MODEL
Each level in the hierarchical model network (except the lowest
level, which represents the image) attempts to predict the respons-
es at the next lower level via feedback connections (Fig. 1a). The
error between this prediction and the actual response is then sent
back to the higher level via feedforward connections. This error
signal is used to correct the estimate of the input signal at each
level (see Methods and Fig. 1b), similar to some previous mod-
els22–24 (see also refs 15, 25, 26). The prediction and error-cor-
rection cycles occur concurrently throughout the hierarchy, so
top-down information influences lower-level estimates, and bot-
tom-up information influences higher-level estimates of the input
signal. Lower levels operate on smaller spatial (and possibly tem-
poral) scales, whereas higher levels estimate signal properties at
larger scales because a higher-level module predicts and estimates
the responses of several lower-level modules (for example, three
in Fig. 1c). Thus, the effective RF size of units increases progres-
sively until the highest level, where the RF spans the entire input
image. The underlying assumption here is that the external envi-
ronment generates natural signals hierarchically via interacting
hidden physical causes (object attributes such as shape, texture
and luminance) at multiple spatial and temporal scales. The goal
of a visual system then becomes optimally estimating these hid-
den causes at each scale for each input image and, on a longer
time scale, learning the parameters governing the hierarchical
generative model. Similar models have been studied by other
researchers (for example, refs 27, 28).

HIERARCHICAL PREDICTIVE CODING OF NATURAL IMAGES
Given that the visual cortex is hierarchically organized and that
cortico-cortical connections are almost always reciprocal29, the
model described above suggests the following hypothesis: feed-
back connections from a higher area to a lower area (say V2 to
V1) carry predictions of expected neural activity in V1, whereas
feedforward connections convey to V2 the residual activity in V1

that was not predicted by V2 (refs 12, 22). To test this hypothesis,
a three-level hierarchical network of predictive estimators
(Fig. 1c) was trained on image patches extracted from five nat-
ural images (Fig. 2a), the motivation being that the response
properties of visual neurons might be largely determined by the
statistics of natural images17,20,21,30. Such an approach has pre-
viously explained some important visual cortical RF proper-
ties26,31,32.

We allowed the network to learn a hierarchical internal model
of its natural image inputs by maximizing the posterior proba-
bility of generating the observed data (Methods). The internal
model is encoded in a distributed manner within the synapses
of model neurons at each level. The synaptic weights (or ‘effica-
cies’) of a neuron encode a single basis vector that in conjunc-
tion with other basis vectors predicts lower-level inputs. For
example, a given input image at the zeroth level can be predicted
as an appropriate linear combination of the first-level basis vec-
tors (Methods, Equation 2). In this linear combination, the
weighting coefficient for the kth basis vector is given by the
response of the kth neuron in the first level. The response is deter-
mined by a first-order differential equation implementing the
prediction and error-correction cycle mentioned above. This
equation, like the synaptic learning rule, is also derived by max-
imizing the posterior probability of generating the observed data
(Methods). Thus, for any given input, the network converges to
a set of neuronal responses optimal for predicting that input.
These responses are then used to adapt the synaptic basis vec-
tors. The same description applies to each level of the hierarchy,
with each level predicting the inputs at its lower level using its
set of learned basis vectors and, on a slower time scale, adapting
these basis vectors to enable more accurate prediction of the
inputs in the future.

After exposure to several thousand natural image patches, the
basis vectors learned by the network at level 1 resembled orient-
ed edges or bars (Fig. 2b), whereas the basis vectors at level 2
seemed to be composed of various combinations of the features

articles

Fig. 1. Hierarchical network for predictive coding. (a) General
architecture of the hierarchical predictive coding model. At each
hierarchical level, feedback pathways carry predictions of neural
activity at the lower level, whereas feedforward pathways carry
residual errors between the predictions and actual neural activity.
These errors are used by the predictive estimator (PE) at each level
to correct its current estimate of the input signal and generate the
next prediction. (b) Components of a PE module, composed of
feedforward neurons encoding the synaptic weights UT, neurons
whose responses r maintain the current estimate of the input signal,
feedback neurons encoding U and conveying the prediction f(Ur) to
the lower level, and error-detecting neurons computing the differ-
ence (r – rtd) between the current estimate r and its top-down prediction rtd from a higher level. (c) A three-level hierarchical network used
in the simulations. An input image was analyzed by three level-1 PE modules, each predicting its own local image patch. The responses r of all
three level-1 modules were input to the level-2 module. This convergence of lower-level inputs to a higher-level module increases receptive-
field size of neurons as one ascends the hierarchy, with the receptive field at the highest level spanning the entire input image.

a b

c

Rao & Ballard, 1999 



Visual information processing

• determining the behavior relevance of items of 
potential interest 

• shifting the gaze when necessary 

• acquiring information at fixation 

• constructing a model of the surrounding world 
as the basis of decision making



Hemispatial Neglect



Hemispatial Neglect

Masud Husain (2008), Scholarpedia, 3(2):3681.



Further questions
• From hierarchy to perception

• Learning 

• probably not much RL 

• little evidence it occurs before V4 in adults (Ghose, Yang & 
Maunsell, 2001; Yang & Maunsell, 2004) 

• Top down modulation 

• a little, but its interpretation debatable. 

• Hierarchical or more complicated network?



µ-Stim detection threshold
5! above and below the fixation spot. The animal indi-
cated which interval contained the stimulus by making
a saccade directly to the appropriate target—up for in-
terval one; down for interval two. Thus, the animals re-
ported only the detection of the stimulus, not the appar-
ent location or other properties of the percept.

Each animal was initially trained with small, periph-
eral, low-contrast visual stimuli. During data collection,
cortical microstimulation with a metal microelectrode
replaced the visual stimulus. Behavioral-detection
thresholds were measured in V1, V2, and the anterior
inferotemporal cortex (IT) in both animals. Additionally,
we measured thresholds in V3A and the middle temporal
area (MT) in the second animal. For each visual area ex-
amined, both monkeys required a period of up to a few
days of training during which microstimulation-detec-
tion thresholds fell and stabilized. After thresholds had
stabilized for an area, we attempted to sample uniformly
from all layers of the cortex, with successive stimulation
sites typically separated by 250 mm (and by no less than
190 mm).

The animals detected microstimulation with low cur-
rents at every site tested in visual cortex, with each
site yielding a well-formed psychometric function (Fig-
ure 2). Threshold for each site was taken as the current
that yielded 82% correct detection (see Experimental
Procedures).

Threshold distributions for the different areas are plot-
ted in Figure 3. Although we sampled from all layers,
there was little variance in the distribution for each
area. The average coefficient of variation for the thresh-
old distributions in Figure 3 was 0.18. Moreover, thresh-
olds were highly consistent for the two subjects. The
median thresholds for V1 for the two animals were
5.2 and 6.6 mA (interquartile ranges: 4.4–6.4 and 5.2–
8.6 mA). Current pulses in this range (<10 mA) should
directly excite neurons over no greater than a 100 mm
radius [27, 30], a small fraction of the thickness of the
macaque cortex. Although the anatomy of V2 is quite

distinct from V1, thresholds in V2 differed only slightly
(1.23 and 1.33 greater those in V1 for the two animals).
Thresholds for IT were somewhat higher (2.03 and 1.73
those in V1 for the two animals). In the second animal,

Figure 1. Two-Alternative Forced-Choice Task

During fixation, a stimulus was delivered during one of two 250 ms
time intervals that were marked by auditory tones and separated
by 500 ms. Two-hundred and fifty milliseconds after the end of the
second interval, two response targets appeared, and the animals in-
dicated which interval contained the stimulus by making a direct
saccade to the appropriate target (target 1 for period 1). The electri-
cal stimuli were 250 ms trains of constant current pulses at 200 Hz,
with the current randomly selected on each trial.

Figure 2. Representative Psychometric Function

Behavioral performance at a V1 site. Fifty repetitions of each of ten
currents were delivered in random order. The points show the aver-
age performance (61 SE), and the curve is the best-fitting psycho-
metric function (see Experimental Procedures). Threshold at each
site was taken as the current corresponding to 82% correct perfor-
mance on this curve (dashed lines).

Figure 3. Distributions of Detection Thresholds

Median thresholds are marked by a triangle. Medians and interquar-
tile ranges for the two animals were as follows: V1, 5.2 mA (4.4–6.4
mA), 6.6 mA (5.2–8.6 mA); V2, 6.3 mA (4.9–7.6 mA), 8.3 mA (5.8–11.5
mA); V3A, 8.9 mA (7.7–12.2 mA); MT, 10.1 mA (8.1–11.9 mA); and IT,
10.3 mA (8.2–15.5 mA), 11.3 mA (7.5–15.2 mA).

Detection of Microstimulation in Visual Cortex
863

V1

V2

V3A

MT

IT
Murphy and Maunsell, 2007



Further questions
• From hierarchy to perception 

• Learning

• probably not much RL 

• little evidence it occurs before V4 in adults (Ghose, Yang & 
Maunsell, 2001; Yang & Maunsell, 2004) 

• Top down modulation 

• a little, but its interpretation debatable. 

• Hierarchical or more complicated network?
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“Attentional” Modulation 
Without Attention
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Figure 4
Neuronal correlates of spatial attention remain intact in visual cortex during superior colliculus (SC) inactivation despite behavioral
deficits in attention. (a) Task design. A cue indicated the relevant motion patch, and later either this cued patch or the foil patch
changed its direction. If the cued patch changed, the animals reported this detection by pressing a button. (b–c) Neuronal activity was
recorded in the medial superior temporal area (MST) before (b) and during (c) SC inactivation. (d–e) Activity of a sample neuron during
the attention task before (d ) and during (e) SC inactivation. Despite large deficits in task performance caused by SC inactivation, the
modulation of neuronal activity by spatial cues remained intact. ( f–g) Receptive field and tuning properties before ( f ) and during ( g) SC
inactivation. The blue shading shows the affected region. Abbreviations: RF, receptive field. Adapted from Zénon & Krauzlis (2012).

when investigators presented only a single mo-
tion patch in the affected part of the visual field,
the animal exhibited only a minor impairment
in performance, showing that the impairment
in the attention task cannot be explained by a
deficit in visual-motion processing. This study
demonstrates that the SC is not just linked to
the neuronal circuit for spatial attention but in
fact is necessary for its normal operation.

Interaction with the Visual Cortex
Researchers have generally assumed that if the
SC plays a role in the control of spatial atten-
tion, it uses the same mechanisms responsible
for the well-known effects of spatial attention
in the visual cortex (Desimone & Duncan 1995,
Petersen & Posner 2012, Reynolds & Chelazzi
2004). However, recent direct tests cast doubt
on this assumption (see Figure 4). In these
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Further questions
• From hierarchy to perception 

• Learning 

• probably not much RL 

• little evidence it occurs before V4 in adults (Ghose, Yang & 
Maunsell, 2002; Yang & Maunsell, 2004) 

• Top down modulation 

• a little, but its interpretation debatable. 

• Hierarchical or more complicated network?


