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the main issue in the computational theory of RL [37,38].
In the RL theory, a policy (sensory–motor mapping) is
sought so that the expected sum of future reward

V(t) = E[ r(t + 1) + r(t + 2) + ...]

is maximized. Here, r(t) denotes the reward acquired at
time t and V(t) represents the ‘value’ of the present state.
RL generally involves two issues: prediction of cumulative
future reward and improvement of state–action mapping to
maximize the cumulative future reward. A so-called ‘tem-
poral difference’ (TD) signal δ(t)

δ(t) = r(t) + V(t) – V(t – 1),

takes dual roles as the error signal for reward prediction and
the reinforcement signal for sensory–motor mapping [37].

The reward-predicting response of dopamine neurons was
a big surprise because it was exactly how the TD signal
would respond in reward-prediction learning — initially
responding to the reward itself [δ(t) = r(t)], and later to the
change in the predicted reward [δ(t) = V(t) – V(t – 1)] even
without a reward. Dopamine was also well known to have
the role of behavioral reinforcer. Accordingly, a number of
models of the basal ganglia as a RL system have been pro-
posed in which the nigrostriatal dopamine neurons
represent the TD signal [28–30,39,40,41•].

Figure 2 summarizes the outline of an RL-based model. The
input site of the basal ganglia, the striatum, comprises two
compartments: the striosome, which projects to the dopamine
neurons in the substantia nigra pars compacta (SNc), and the
matrix, which projects to the output site of the basal ganglia,
the substantia nigra pars reticulata (SNr) and the globus pal-
lidus (GP). In the RL model, the striosome is responsible for

predicting the future reward from the present sensory state
whereas the matrix is responsible for predicting future
rewards associated with different candidate actions.

Through a competition of the matrix outputs, the motor
action with the highest expected future reward is selected
in SNr/GP and sent to the motor nuclei in the brain stem
as well as thalamo-cortical circuits. The TD error is com-
puted in SNc, based on the limbic input coding the
present reward and the striatal input coding the future
reward. The nigrostriatal dopaminergic projection, which
terminates at the cortico-striatal synaptic spines, modu-
lates the synaptic plasticity and serves as the error signal in
the striosome prediction network and the reinforcement
signal for the matrix action network. Such models have
successfully replicated the learning of conditioning tasks as
well as sequence learning tasks [39,40,41•].

However, there still remain several issues to be clarified
in the RL hypothesis of the basal ganglia. First, it is not
clear how the ‘temporal difference’ of expected future
reward is calculated in the circuit leading to the sub-
stantia nigra, although a few possible mechanisms have
been suggested [28,29,40,42]. A recent review by Joel
and Weiner [43••] provides a comprehensive picture of
the connections to and from the dopaminergic neurons
in SNc and the ventral tegmental area (VTA). According
to their view, there are two major pathways from the
striatum to the SNc dopamine neurons: direct inhibition
by striosome neurons through slow GABAB-type synaps-
es, and indirect disinhibition by matrix neurons through
inhibition of GABAA-type synaptic inputs from SNr
neurons [44]. Thus it is possible that the fast disinhibi-
tion by the matrix and the slow inhibition by the
striosome provide the temporal difference component
V(t) – V(t – 1).

Figure 1

Specialization of the cerebellum, the basal
ganglia, and the cerebral cortex for different
types of learning [24••]. The cerebellum is
specialized for supervised learning, which is
guided by the error signal encoded in the
climbing fiber input from the inferior olive. The
basal ganglia are specialized for
reinforcement learning, which is guided by the
reward signal encoded in the dopaminergic
input from the substantia nigra. The cerebral
cortex is specialized for unsupervised
learning, which is guided by the statistical
properties of the input signal itself, but may
also be regulated by the ascending
neuromodulatory inputs [80].
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Supervised Learning in the Brain 

Eric I. Knudsen 

Department of Neurobiology, Stanford University School of Medicine, Stanford, California 94305-5401 

Experience shapes the functional organization of the brain, op- 
timizing and customizing its properties for the individual and 
his or her environment. One way that experience shapes the 
constituent networks ofthe brain is through supervised learning. 
In supervised learning, information from one network of neu- 
rons acts as an instructive signal to influence the pattern of 
connectivity in another network. As a result, the instructed net- 
work learns to process information so that a particular goal or 
transformation specified by the instructive signal is achieved. 
In so doing, supervised learning establishes patterns of connec- 
tivity efficiently and with a precision that does not need to be 
and, often, cannot be encoded in the genome. 

Supervised learning contributes to the development and 
maintenance of a variety of brain functions. For example, sen- 
sorimotor networks that control goal-directed movements are 
calibrated by sensory feedback indicating the accuracy with which 
the movements are made. In a specific example that will be 
discussed at some length, a visual instructive signal, indicating 
the slip of images across the retinae, is used to calibrate the 
transformation of vestibular sensory information (indicating ro- 
tation of the head) into precise, compensatory movements of 
the eyes that stabilize the images on the retinae (Miles and 
Eighmy, 1980). Supervised learning can also control the rep- 
resentation of information in sensory networks. For example, 
in the development of binocular neurons in the optic tectum of 
the frog Xenopus, visually driven activity from the contralateral 
eye specifies the topography of the visual map originating from 
the ipsilateral eye (Gaze et al., 1970; Udin, 1985). In this ex- 
ample, which also will be discussed in detail, the activity from 
the contralateral eye provides an instructive signal that assures 
the mutual alignment of left- and right-eye receptive fields. It 
is likely that supervised learning also contributes to the estab- 
lishment of networks that support certain cognitive skills, such 
as pattern recognition and language acquisition, although there 
is, as yet, no experimental confirmation of this proposition. 

This article discusses supervised learning as it might be im- 
plemented in the brain. Different kinds of instructive signals, 
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the types of learning rules that could make use of such signals, 
and neural mechanisms that could mediate such learning are 
described. These issues are illustrated with biological examples 
of networks in which the connectivity and neural components 
involved in supervised learning are known. Finally, unique roles 
that this form of learning can play in shaping the functional 
properties of the brain are discussed. 

Neural implementation qf supervised learning 
The implementation of supervised learning requires a network 
of neurons that can change its pattern of connectivity (topology 
and/or strengths of connections), and an instructive signal that 
can regulate the changes (Fig. 1). In the simplest case, these 
functions can be subserved by three groups of neurons: input, 
output, and instructor neurons. For example, in the case of 
binocular alignment in the optic tectum of Xenopus, the input 
neurons are the neurons conveying information from the ipsi- 
lateral eye, the output neurons are the tectal neurons, and the 
instructor neurons are the neurons conveying information from 
the contralateral eye (Udin, 1985). The connections between the 
ipsilateral eye (input) neurons and the tectal (output) neurons 
are modified depending on the degree to which the activity of 
the ipsilateral eye neurons agrees with contralateral eye (instruc- 
tor) activity. The instructive signal is the pattern ofactivity from 
the contralateral eye, and the sites of change (learning) are the 
connections between ipsilateral eye neurons (inputs) and tectal 
neurons (outputs). 

In more general cases, such as the control of goal-directed 
movement or classical conditioning, the network is an extensive 
system of interconnected groups of neurons located in many 
regions of the brain. The input in these cases is provided by a 
wide variety of sensory or cognitive inputs, the output is rep- 
resented by movement, and the instructive signal is provided 
by sensory information about whether the network has trans- 
lated the input into appropriate behavior. 

In the nervous systems studied to date, instructive signals are 
of two types, activity templates ar error signals (Fig. 2). Activity 
templates dictate to the network how information will be rep- 
resented: a referent pattern of activity from one network causes 
the instructed network to process its inputs so that its outputs 
approximate the activity template. This is exemplified by the 
activity template established by the retinotectal projection from 
the contralateral eye that dictates the pattern of the indirect 
projection from the ipsilateral eye in the tectum of Xenopus 
(Udin and Keating, 1981). Error signals, on the other hand, 
indicate whether the transformation carried out by a network 
was successful in achieving a particular output (Fig. 2). This 
involves a comparison of the network’s output or the conse- 
quences of that output (i.e., performance) with information about 
the goal (which could also be a referent pattern of activity from 

controlled by other neural instructive signals make a substantial and
independent contribution to motor learning. This climbing fiber–
independent component of learning was correlated with the signals
carried by the Purkinje cell simple spikes during training.

RESULTS
We analyzed the neural instructive signals available in the VOR circuit
with standard visual-vestibular training stimuli used to increase or
decrease VOR gain and variations of these stimuli designed to selec-
tively eliminate the instructive signals. In the floccular complex of
two rhesus monkeys, 102 Purkinje cells with task-related activity (head
and/or eye movement sensitivity) were recorded. Our analysis focused
on 58 of these cells, which were identified as horizontal gaze-velocity
Purkinje cells (HGVPs), a subclass of neurons that have been impli-
cated in VOR learning33,34. Spikes in a climbing fiber reliably trigger
calcium spikes, called complex spikes, in its Purkinje cell targets in
a one-to-one manner35; therefore, we used complex spike activity in
a Purkinje cell as a measure of activity in its climbing fiber input,
and we refer to it as a climbing fiber response. Complex spikes were
well isolated in 48 of 58 HGVPs and 20 of 44 non-HGVPs. In each
individual neuron recorded, we compared the responses to many
different visual-vestibular training stimuli.

Climbing fiber instructive signals
In the laboratory, motor learning in the VOR is typically induced by
pairing head movements with the motion of a single, large, coherently
moving visual stimulus (Fig. 1b). Consistent with previous studies in
primates and other species, the timing of peak climbing fiber activity
relative to head motion discriminated between a ‘!2’ visual-vestibular
stimulus (see Online Methods), which induces an increase in VOR
gain, versus a ‘!0’ training stimulus, which induces a decrease in VOR
gain4,15,36, and thus carried information about whether the VOR gain
needed to increase or decrease (P o 0.05; Fig. 2 and Table 1). During
standard !2 training, climbing fiber firing peaked during ipsiversive
head movement; whereas climbing fiber firing peaked during contra-
versive head movement during standard !0 training.

The climbing fiber responses were uniform across the population
and reflected both an increased probability of firing during much of
the ‘preferred’ half-cycle of the stimulus and a decreased probability
of firing during much of the ‘nonpreferred’ half-cycle of the stimulus

relative to the baseline spontaneous activity measured in the absence of
head movement or visual stimulus movement (Fig. 2a–c). On the basis
of the known physiology of the circuit, it has been proposed that these
differently timed climbing fiber responses induce LTD and/or LTP in
the appropriate vestibular parallel fiber–to–Purkinje cell synapses to
support the observed changes in VOR gain3,37 (Fig. 1; see Discussion).

To eliminate the climbing fiber responses during VOR training and
thereby test their necessity for motor learning, we paired head move-
ments with oppositely directed motion of a visual target and back-
ground. The origin of floccular climbing fibers is the dorsal cap of the
inferior olive, which in turn receives its major input from the nucleus
of the optic tract38. From what is known about the responses in the
nucleus of the optic tract to visual motion39,40, we expected that the
effects of oppositely directed motion of the target and background
might tend to cancel at the level of the inferior olive and this was
confirmed by our recordings from the climbing fibers. When head
movements were paired with target (T) motion and oppositely direc-
ted background (BG) motion (!0T/!2BG, !2T/!0BG; see Online
Methods for a more detailed description of the stimuli), the responses
of the climbing fibers were greatly reduced compared with the responses
in the same climbing fibers when the target and background moved
together (Fig. 2 and Supplementary Fig. 1).

The reduction in climbing fiber response was greater for the !0T/
!2BG training stimulus than for the !2T/!0BG stimulus. Each
climbing fiber response was summarized by the amplitude of the
overall firing-rate modulation during the stimulus cycle and the
phase of the peak firing relative to head movement, calculated using
a vector analysis (Fig. 2d). At the population level, the climbing fiber
response to the !2T/!0BG stimulus was significantly different from
zero (Po 0.05, one sample t test; Table 1 and Supplementary Fig. 1).
Therefore, this stimulus did not provide a good test of the necessity of
climbing fiber instructive signals for motor learning. In contrast, the
population response to the !0T/!2BG stimulus was not significantly
different from zero (P4 0.05, one sample t test;Table 1). Therefore, we
conducted additional analyses to evaluate whether the climbing fiber
response was truly eliminated during the !0T/!2BG stimulus.

When the cycle-by-cycle variability of individual climbing fiber
responses was considered, only 4 of 15 (monkey L) and 1 of
30 (monkey E) climbing fibers had significant responses to the !0T/
!2BG stimulus (Po 0.05; Fig. 2d). Moreover, the timing of peak firing

Figure 1 VOR circuit and Marr-Albus-Ito
hypothesis for VOR learning. (a) VOR circuit.
The climbing fiber input to the Purkinje cells
originates from the inferior olive (IO), carries
visual signals and is thought to control the
induction of plasticity at the vestibular parallel
fiber–Purkinje cell synapses. (b) Marr-Albus-Ito
hypothesis. To induce VOR learning, we paired
head movements with a visual stimulus that
moves exactly opposite the head (!2) or with the
head (!0), which drives climbing fiber responses
with peak firing during ipsiversive (!2) or
contraversive (!0) head movement, respectively.
During training (induction of learning), increases
in climbing fiber activity above baseline (dotted
line) should induce LTD in the vestibular parallel fibers that are simultaneously active. During subsequent testing with head movements in total
darkness (expression of learning), the LTD induced by !2 training should alter Purkinje cell simple spike output during head movements so that
this inhibition is more out-of-phase with the activity of the VOR interneurons, thereby increasing the response of the interneurons and the gain of the VOR
(histograms, post-training responses; dashed traces, pre-training). In contrast, the LTD induced by !0 training should cause Purkinje cells to fire more
in-phase with VOR interneurons, thereby decreasing the VOR gain. The decrease in climbing fiber activity below baseline during the induction of learning
may also induce LTP of parallel fibers firing during the corresponding phase of head movement, which would complement the effects of LTD on interneuron
response amplitude.
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When an axon of cell A is near enough to  
excite a cell B and repeatedly or persistently  
takes part in firing it, some growth process or metabolic  
changes take place in one or both cells such that 
A’s efficiency, as one of the cells firing B, is increased.  



Memory engram storage and retrieval
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A great deal of experimental investment is directed towards

questions regarding the mechanisms of memory storage. Such

studies have traditionally been restricted to investigation of the

anatomical structures, physiological processes, and molecular

pathways necessary for the capacity of memory storage, and

have avoided the question of how individual memories are

stored in the brain. Memory engram technology allows the

labeling and subsequent manipulation of components of

specific memory engrams in particular brain regions, and it has

been established that cell ensembles labeled by this method

are both sufficient and necessary for memory recall. Recent

research has employed this technology to probe fundamental

questions of memory consolidation, differentiating between

mechanisms of memory retrieval from the true neurobiology of

memory storage.
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Introduction
Memory refers to the storage of learned information in the
brain, and is crucial for adaptive behavior in animals [1].
Understanding the material basis of memory remains a
central goal of modern neuroscience [2]. The hypothetical
material basis of learned information, the memory engram,
was first conceived by Richard Semon who theorized that
learning induces persistent changes in specific brain cells
that retain information and are subsequently reactivated
upon appropriate retrieval conditions [3!,4,5]. However,
experimental searches for specific memory engrams and
memory engram-bearing cells using brain lesions proved
inconclusive due to methodological limitations and the

likely distributed nature of a memory engram throughout
the brain [6!!]. Here we review recent experimental stud-
ies on the identification of memory engram cells, with a
focus on the mechanisms of memory storage. A more
comprehensive review of recent memory engram studies
is available elsewhere [7!!].

Memory function and the hippocampus
The medial temporal lobe (MTL), in particular the hip-
pocampus, was implicated in memory of events or episodes
by neurological studies of human clinical patients, where
its direct electrophysiological stimulation evoked the recall
of untargeted episodic memories [8]. Subsequent study of
humans lacking large regions of the MTL showed dramatic
amnesia for episodic memories [9]. Rodent behavioral
studies have since established that the hippocampus is a
central brain region for contextual memory storage and
retrieval [10,11]. Much is now known about brain struc-
tures, neural circuits, and molecules involved in memory
encoding and consolidation [12!!,13,14], but comparatively
few studies have attempted to investigate how individual
memory engrams are stored in the brain [15].

Synaptic plasticity as a mechanism of memory
Lasting memories have long been hypothesized to be
encoded as structural changes at synaptic junctions of
sparse neuronal assemblies [16]. Ramón y Cajal originally
proposed that the strengthening of synaptic connections
of existing neurons might be a mechanism of memory
storage [17], but it was Donald Hebb’s theoretical inte-
gration of neurophysiology and psychology that created
the modern paradigm for memory research [16]. Hebb
proposed that neuronal assemblies linked by adaptable
synaptic connections could encode informational content
in the brain. Empirical research into the physiological
nature of memory storage has been dominated by various
versions of Hebbian synaptic plasticity [18]. The typical
experimental model of synaptic plasticity is long-term
potentiation (LTP) [19], most studies of which rely on in
vitro experimental paradigms where synaptic stimulation
patterns are substituted for behavioral training. It is clear
that memory and synaptic plasticity have many proper-
ties in common [20!]. NMDA receptor function is nec-
essary for the encoding of many types of memory, as well
as for the induction of synaptic plasticity [13,21]. More-
over, both memory consolidation and LTP have a late,
protein synthesis-dependent phase [20!,22]. Despite
these biological commonalities, and many serious theo-
retical efforts to integrate memory storage and synaptic
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neuronal activity then produces a pattern of synaptic 
modifications. The sign and the extent of the modifica-
tion depend on the statistics of the neural activity and 
on the details of the synaptic dynamics (see chapter 6 
for more details). As previously discussed, we assume 
that these synaptic modifications are random and 
uncorrelated while the synapses remain unchanged 
between events.

More formally, we assume that a generic synapse  
wij, connecting neuron j to neuron i, is modified 
according to

 w w wij ij ij→ + ∆ µ

following the storage of the µ-th memory. For example, 
in the case of the Hopfield model (Hopfield, 1982b), 
the prescription for modifying a synapse follows the 
Hebb’s rule (see again chapter 6 and the synaptic modi-
fication can be written as 

 ∆wij j i
µ µ µξ ξ= ,

where ξµ
i  is the activity imposed on neuron i when 

memory µ is stored. More specifically, ξµ
i = ±1 depend-

ing on whether the neuron is active or inactive.
In what follows, however, we will not make any 

assumption about the specific prescription for updating 
the synapses, but we will assume for simplicity that Δwij 
are random uncorrelated stochastic variables, which are 
±1 with equal probability (potentiations and depres-
sions are balanced).

We now choose a generic memory, and we estimate 
its strength immediately after it is stored and then 
during the process of storage of other memories. The 
chosen memory is not special; it is just the memory that 
we decide arbitrarily to track. As a consequence, the 
other memories would all behave in the same way.

We take the point of view of an ideal observer who 
can access the value of all the synaptic strengths. This 
is a privileged point of view, and it can be very different 
from the point of view that individual neurons can read 
a limited number of synapses and only in the presence 
of presynaptic activity. However, the ideal observer 
approach allows us to derive bounds on the memory 
capacity that do not depend on the architecture of the 
network or the details of the neural dynamics. These 
bounds are also very informative as they often predict 
the scaling properties of actual neural networks.

We define the strength of the memory trace Mµ as the 
correlation between the synaptic matrix wij and the µ-th 
memory:

 M
N

w w
N

w
N

w
syn

ij ij
i j syn

ij
i j syn
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µ µ µ= −
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⎞
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⎠∑ ∑ ∑1 1 1∆ ∆
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correlated). In the ideal case, this would be the only 
part of the information that is stored. The real memory 
capacity can only be worse in the nonideal case in which 
some of the correlated information is also memorized, 
and hence, assuming that only the uncorrelated part 
will be stored, we will derive an upper bound on the 
memory performance.

Under this assumption, the memory capacity 
problem is to determine how many random and uncor-
related memories can be stored in a neural circuit of 
a given size. The important questions we will try to 
answer are these: How does the memory capacity scale 
with the total number of synapses or the total number 
of modifiable variables? Can we build a synaptic model 
that can take advantage of the huge number of syn-
apses that are available in biological brains? Interest-
ingly, there are ways of answering these questions that 
do not depend on the details of the type of learning 
that is considered. Some of them will be reported in 
the next sections.

11.3.2 Memory Storage Capacity in Unbounded 
Synaptic Models At the beginning of the 1990s 
many of the theoretical neuroscientists investigating 
memory believed that the problem of memory storage 
was basically solved, and it was better to invest time on 
the study of the mechanisms underlying memory encod-
ing and retrieval. Indeed, the memory storage capacity 
of simple synaptic models like the perceptron (Rosen-
blatt, 1958) or the Hopfield model (Hopfield, 1982b) 
(see chapter 2 and below) is huge as it scales very favor-
ably with the total number of synapses. Unfortunately 
this scaling breaks down when the synapses are restricted 
to vary in a limited range, as required for any realistic 
synapse.

In this section we derive a simple estimate of the 
memory capacity in the case of unbounded synapses 
and we show that it scales linearly with the total number 
of synapses. In the next section we will show what 
happens in more realistic situations and how most of 
the memory models are plagued by the problem of 
catastrophic forgetting as soon as we impose boundar-
ies on the synaptic weights.

In order to characterize the memory performance of 
a neural system, we consider the problem of storing p 
random uncorrelated memories. Assume that there are 
p different events, each generating a memory. For 
example, a relevant event could be the presentation of 
a visual stimulus that has to be memorized. When an 
event is perceived, a specific pattern of neural activity 
is established (e.g., the neurons receive a strong input 
from the sensory systems, and their firing rate encodes 
the identity and the structure of the stimulus). This 
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neuronal activity then produces a pattern of synaptic 
modifications. The sign and the extent of the modifica-
tion depend on the statistics of the neural activity and 
on the details of the synaptic dynamics (see chapter 6 
for more details). As previously discussed, we assume 
that these synaptic modifications are random and 
uncorrelated while the synapses remain unchanged 
between events.
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the synapses, but we will assume for simplicity that Δwij 
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±1 with equal probability (potentiations and depres-
sions are balanced).

We now choose a generic memory, and we estimate 
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we decide arbitrarily to track. As a consequence, the 
other memories would all behave in the same way.

We take the point of view of an ideal observer who 
can access the value of all the synaptic strengths. This 
is a privileged point of view, and it can be very different 
from the point of view that individual neurons can read 
a limited number of synapses and only in the presence 
of presynaptic activity. However, the ideal observer 
approach allows us to derive bounds on the memory 
capacity that do not depend on the architecture of the 
network or the details of the neural dynamics. These 
bounds are also very informative as they often predict 
the scaling properties of actual neural networks.
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memory:
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correlated). In the ideal case, this would be the only 
part of the information that is stored. The real memory 
capacity can only be worse in the nonideal case in which 
some of the correlated information is also memorized, 
and hence, assuming that only the uncorrelated part 
will be stored, we will derive an upper bound on the 
memory performance.

Under this assumption, the memory capacity 
problem is to determine how many random and uncor-
related memories can be stored in a neural circuit of 
a given size. The important questions we will try to 
answer are these: How does the memory capacity scale 
with the total number of synapses or the total number 
of modifiable variables? Can we build a synaptic model 
that can take advantage of the huge number of syn-
apses that are available in biological brains? Interest-
ingly, there are ways of answering these questions that 
do not depend on the details of the type of learning 
that is considered. Some of them will be reported in 
the next sections.

11.3.2 Memory Storage Capacity in Unbounded 
Synaptic Models At the beginning of the 1990s 
many of the theoretical neuroscientists investigating 
memory believed that the problem of memory storage 
was basically solved, and it was better to invest time on 
the study of the mechanisms underlying memory encod-
ing and retrieval. Indeed, the memory storage capacity 
of simple synaptic models like the perceptron (Rosen-
blatt, 1958) or the Hopfield model (Hopfield, 1982b) 
(see chapter 2 and below) is huge as it scales very favor-
ably with the total number of synapses. Unfortunately 
this scaling breaks down when the synapses are restricted 
to vary in a limited range, as required for any realistic 
synapse.

In this section we derive a simple estimate of the 
memory capacity in the case of unbounded synapses 
and we show that it scales linearly with the total number 
of synapses. In the next section we will show what 
happens in more realistic situations and how most of 
the memory models are plagued by the problem of 
catastrophic forgetting as soon as we impose boundar-
ies on the synaptic weights.

In order to characterize the memory performance of 
a neural system, we consider the problem of storing p 
random uncorrelated memories. Assume that there are 
p different events, each generating a memory. For 
example, a relevant event could be the presentation of 
a visual stimulus that has to be memorized. When an 
event is perceived, a specific pattern of neural activity 
is established (e.g., the neurons receive a strong input 
from the sensory systems, and their firing rate encodes 
the identity and the structure of the stimulus). This 
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end, the storage capacity still scales linearly with C, the 
number of synapses per neuron. The estimate is p = α′C, 
where α′ ~ 0.1. The memory capacity is actually reduced 
(for the “intact” Hopfield model p ~ 0.14C), but the 
scaling properties remain the same. It is actually easy to 
show that the scaling of the memory capacity with Nsyn 
is preserved also in the case of the ideal observer 
approach. Indeed, the signal is

 S = 〈 〉 =
⎛
⎝⎜

⎞
⎠⎟=

∑∑M
N

w w
syn

ij

p

ij
i j

1

1

11
sign ∆ ∆µ

µ,

.

As ∆wij1 1= ± , we can bring it inside the sign 
operation,
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where the first term inside the sign function comes 
from ∆ ∆w wij ij

1 1 1= , and ζ µ
µ

ij
p

ij ijw w= ∑ =2
1∆ ∆  is approxi-

mately a Gaussian variable with zero mean and variance 
that scales linearly with p. The probability that the sign 
is positive is approximately 1 2 1 2/ /+ π p . Indeed, the 
probability that ζij is larger than −1 is 1/2 plus the area 
under the Gaussian between the maximum, at 0, and 
−1. This area can be estimated as the height of the 
maximum 1 2/ π p  multiplied by 1. Hence the signal 
scales like

 S ~
1
p

.

Unlike the case of the Hopfield prescription, the 
memory signal decreases with p. However, the noise is 
smaller because the synapses are only ± 1 and they do 
not grow with p. Indeed the noise scales like 1/ Nsyn . 
As a consequence, the signal-to-noise ratio scales again 
like N psyn / , as in the case in which the synapses 
follow the fully linear Hopfield prescription.

Unfortunately this approach is not implementable in 
a biological system. It is indeed not possible to first 
compute the synaptic weights offline, using some other 
device with unbounded variables representing the syn-
apses, and only at the end reduce the number of stable 
states. Biological systems can only perform online learn-
ing: whenever we store a new memory, we need to 
modify the synapses, and we cannot store the informa-
tion in some temporary repository that is used at a later 
time to determine the synaptic weights. In the case of 
online learning and bounded synapses, the situation is 

neuronal activity is recorded (extracellular or intracel-
lular), and on the animal that is considered. For a 
recent discussion of sparseness in the brain in relation 
to memory capacity, see Ben Dayan Rubin and Fusi 
(2007).

For all these models the synapses can vary unbound-
edly. For example, in the Hopfield model, the number 
of synaptic states (i.e., the number of different values 
of wij) increases with the number of stored memories. 
This is clearly unrealistic, because all variables charac-
terizing the dynamics of biological synapses must vary 
in a limited range. It actually seems that biological syn-
apses have a small number of stable states, in some cases 
as few as two to three (Petersen et al., 1998; O’Connor 
et al., 2005). This is probably a consequence of the 
disruptive effects of molecular turnover, which are dis-
cussed at the beginning of the chapter in the section 
on “Synaptic Mechanisms of Memory Consolidation 
and Molecular Memories.” A possible solution to the 
problem of molecular turnover is to introduce active 
mechanisms that implement bistability or multistability, 
which probably greatly limit the number of different 
stable states.

What happens if boundaries are imposed on the  
synaptic weights? The answer depends on whether one 
considers online or offline learning algorithms and 
their implementations in terms of synaptic dynamics.  
In the case of offline learning, the synaptic weights are 
computed offline (i.e., not in the neural system) accord-
ing to some prescription. For example the Hopfield 
learning rule prescribes

 wij i j

p

=
=

∑ξ ξµ µ

µ 1
.

Once all the memories are stored, and the final syn-
aptic weights are computed, they are transferred to the 
neural circuit that we intend to study. If in this case one 
reduces the number of stable states even to the minimal 
two states, the degradation in memory performance is 
rather limited. For example, say that at the end of the 
computation of the synapses, one performs the follow-
ing operation:

 wij i j

p

=
⎛
⎝⎜

⎞
⎠⎟=

∑sign ξ ξµ µ

µ 1

.

In practice only the sign of the final weight is kept. 
Sompolinsky (1986) proved that these synapses with 
only two states perform almost as well as the original 
Hopfield synapses when one evaluates the ability to 
retrieve memories. The sign operation is equivalent to 
introducing random and uncorrelated noise, and in the 
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Hopfield network model’s memory capacity

~(Number of synapses)1/2 

Synapses with discrete states (e.g. binary states): 
Petersen et al. 1998, O’Connor et al 2005



Stochastic Hebbian Learning with Binary Synapses

•  A fraction c of synapses are in the potentiated state (with 
strength Gup) and the remaining synapses are in the 
depotentiated state (strength Gdown).  

•   Synaptic changes are Hebbian, e.g. rpre=high; LTP if 
rpost=high and LTD if rpost=low

•  LTP or LTD occurs stochastically, with transition 
probability q+ or q-, respectively. 

(Amit and Fusi 1992, 1994;  Fusi 2002)



Cascade Models of Synaptically Stored Memories
603

1, 2, ..., n − 1. To compensate for the boundary effects
that occur for the last state in the cascade, we set qn =
xn − 1/(1 − x), although this adjustment is convenient
rather than essential (see Experimental Procedures).
The value of x is taken to be 1/2 for reasons explained
below.

The transitions described in the previous paragraph
correspond to synaptic plasticity that changes the
strength of a synapse from weak to strong (LTP-type
events) or strong to weak (LTD-type events). In addi-
tion, there are metaplastic transitions in the model be-
tween the states in a given cascade. These do not
change the strength of the synapse but, instead, push
it to lower cascade levels (higher i values). Specifically,
whenever the conditions for synaptic strengthening are
met, a synapse in state i of the strong cascade makes

Figure 2. Schematic of a Cascade Model of Synaptic Plasticity a transition to state i + 1 of the strong cascade with
There are two levels of synaptic strength, weak (brown) and strong probability pi

+ (green arrows pointing down in Figure 2).
(turquoise), denoted by + and −. Associated with each of these

Similarly, whenever the conditions for synaptic weaken-strengths is a cascade of n states (n = 5 in this example). Transi-
ing are met, a synapse in state i of the weak cascadetions between state i of the ± cascade and state 1 of the opposite
makes a transition to state i + 1 of the weak cascadecascade take place with probability qi (arrows pointing up and to

the left or right), corresponding to conventional synaptic plasticity. with probability pi
− (red arrows pointing down in Figure

Transitions with probabilities pi
± link the states within the ± cas- 2). For most of the examples shown below, the meta-

cades (downward arrows), corresponding to metaplasticity. plastic transition probabilities are the same and given
by pi

± = x i/(1 − x).
At this point, the structure of the cascade modelcesses characterized by widely ranging time scales

and the values of its parameters [setting x = 1/2 or(Anderson, 2001). This is the approach we follow in
pi
± = x i/(1 − x), for example] may appear arbitrary. Here,constructing a model with power-law forgetting. In syn-

we will provide a heuristic justification for the variousaptic terms, this requires combining conventional syn-
choices being made and then address this issue moreaptic plasticity with metaplasticity (Abraham and Bear,
rigorously in a later section on optimization. Cascades1996; Fischer et al., 1997), which corresponds to transi-
of states with progressively lower probabilities of tran-tions of a synapse between states characterized by dif-
sition provide a combination of labile states (those withferent degrees of plasticity rather than different synap-
small i values) to enhance the initial amplitude of thetic strengths.
memory signal and states resistant to plasticity (thoseThe structure of the cascade model of synaptic plas-
with large i values) to increase memory lifetimes. Theticity is shown in Figure 2. Throughout, we consider
cascade performs best if all of its states are equallymodels that have two levels of synaptic strength, weak
occupied so that the full range of transition probabili-and strong, denoted by + and − symbols. (Note that
ties is equally available. When potentiation and depres-weak does not imply a zero strength synapse, but
sion are balanced (f+ = f−), the choice of the metaplasticrather one that is weaker than what we call a strong
transition probabilities pi

± = x i/(1 − x) assures that, atsynapse.) The model could be extended to multiple
equilibrium, the different cascade states are equally oc-strength levels, but we consider the simplest form be-
cupied (see Experimental Procedures). We discusscause it corresponds to the binary case considered
what happens in the unbalanced state (f+ s f−) in a laterabove and because it represents a worst-case sce-
section. With equal occupancy, however, the amplitudenario. Each of the synaptic strengths is associated with
of the initial memory signal, which relies primarily on aa cascade of n states. The purpose of these cascades
few of the most labile states at the top of the cascade,is to introduce a range of probabilities for transitions
is proportional to 1/n, the inverse of the number ofbetween the weak and strong states. This is analogous
states in the cascade. This makes it important to keepto the factor q introduced previously, except that, in
the cascade as small as possible, and having plasticitythis case, a sequence of n different transition probabili-
transition probabilities qi that grow exponentially is aties, qi for i = 1, 2, ..., n, is included. Specifically, when-
way of obtaining a large range of transition rates with-ever the conditions for synaptic strengthening are met,
out introducing too many states. In a later section, wewhich occurs at a rate f+ r, a synapse in state i of the
will discuss the optimality of this choice. Furthermore,weak cascade makes a transition to state 1 of the
the value of 1/2 for x is the largest value consistent withstrong cascade with probability qi (green arrows point-
maintaining p1

±%1, so choosing this value gives theing up and to the right in Figure 2). Similarly, whenever
maximum range of transition probabilities with thethe conditions for synaptic weakening are met, which
smallest number of cascade states. Finally, it is impor-occurs at a rate f−r, a synapse in state i of the strong
tant to “reset” the cascade so that synapses do notcascade makes a transition to state 1 of the weak cas-
keep progressing to lower levels (large i values) andcade with the same probability qi (red arrows pointing
becoming highly resistant to further plasticity. This re-up and to the left in Figure 2). To achieve a wide range
set is provided by terminating all the plasticity transi-of transition rates, we arrange these different probabili-

ties in a geometric sequence, so that qi = xi − 1 for i = tions at the top (i = 1) level of the target cascade.

Cascade (heterogeneous) model of synaptically stored memories
Fusi, Drew and Abbott (Neuron 2005) 

Fusi and Wang book chapter, 
MIT Press 2016

time
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330  11 short-term, long-term, and working memory

sacrificing the initial memory trace (Roxin and Fusi, 
2013), or to increase the memory strength over the 
entire range of memory ages over which the memory 
decay is well described by a power law (Fusi et al., 2005). 
The information transfer can occur within a synapse 
(e.g., in the form of metaplasticity, reflecting the cascade 
of biochemical processes which underlies the expres-
sion of long-term modifications; see Fusi et al., 2005) 
or across synapses in different areas (memory consoli-
dation at the systems level; see Roxin and Fusi, 2013), 
as in the case in which memories are initially stored in 
a temporary repository where the synapses are fast (e.g., 
in the hippocampus) and then they are consolidated 
when transferred to brain areas (e.g., cortex) where the 
synapses are slow.

11.4 Models of Working Memory

11.4.1 Attractor Models The persistence time of 
sustained firing activity during working memory is 
orders of magnitude longer than the biophysical time 
constants (tens of milliseconds) of fast electrical signals 
in neurons and synapses. For this reason, persistent 
activity is believed to be generated by feedback dynam-
ics, or reverberation, in a local circuit (Amit, 1995; 

cover learning rates that vary over multiple timescales, 
ranging from 1 to 1/qs. We can then rewrite the total 
signal as

 S( )t
m

q ek q t

k

m
k= −

=
∑1

1

.

If m is large enough (simulations show that m ~ 4 − 5 
is sufficient), then the sum can be approximated by an 
integral over an auxiliary variable x,

 S( ) ( ) ( )t q x e dxq x t! −∫0

1
,

where q x qsx( ) = . In order to solve the integral, we 
change the variable from x to q qsx= . Given that x = log 
q/log qs, and hence dx = 1/(q log qs), we can then 
rewrite the signal as
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The noise is the same as in the homogeneous case, 
so the signal-to-noise ratio for sufficiently large t is
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The initial signal-to-noise ratio can be computed 
from the nonapproximated formula, and it is given by
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These formulas show that the heterogeneous model 
is already a good compromise: when q Ns syn~ /1 , then 
both the initial signal-to-noise ratio and the memory 
lifetime scale with Nsyn. More specifically they scale as 
N Nsyn syn/ log  and Nsyn , respectively. Moreover, 

the memory trace decays as a power law (1/t) over an 
extended range, up to t ~ 1/qs, where the exponential 
starts to dominate (see figure 11.4).

Heterogeneity is the first important ingredient for 
solving the stability–plasticity dilemma. The simple 
example that we examined was introduced in the Dis-
cussion of Fusi et al. (2005) to show the importance of 
the diversity of timescales. It is possible to improve the 
memory performance even further by introducing the 
second important ingredient of memory consolidation 
models, which is some form of interaction between the 
processes operating on different timescales. In particu-
lar, when the information about memories is trans-
ferred from the fast synapses to the slow synapses, then 
it is possible to extend the memory lifetimes of the 
heterogeneous model with no interactions without 

Figure 11.4 Memory trace (signal-to-noise ratio; S N/ ) as 
a function of time (new memories are stored at a fixed rate). 
Both the signal-to-noise ratio and time are on logarithmic 
axes. The memory trace of the heterogeneous model (green) 
decays with a power law over a wide range, and then, around 
p = 103, goes to zero exponentially. The memory traces for two 
homogeneous models (red) are also plotted for comparison. 
The homogeneous model with fast synapses (dashed line) has 
a very strong initial signal-to-noise ratio, but then it decays 
very rapidly. The memory trace of the homogeneous model 
with slow synapses is flat (on a log scale) over a long timescale, 
and then it decays rapidly. The heterogeneous model is a 
good compromise as it exhibits memory lifetimes that are 
comparable to those of the homogeneous model with slow 
synapses, and, at the same time, the initial signal-to-noise ratio 
is not much smaller than for the homogeneous model with 
fast synapses.
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Spike-timing dependent plasticity (STDP)
Bi and Poo



Dependence on dopamine (mediating reward signal) 

Zhang, Lau and Bi 2009



Activity of a dopamine 
neuron in classical 

conditioning: 
Reward prediction 

error signal? 

Schultz et al. 1997 



Reward-gated Hebbian 
Synaptic Plasticity

(c=fraction of synapses in 
 the potentiated `Up’ state)

Reynolds et al Nature 2001

(S Fusi, W Asaad, EK Miller and X-J Wang 2007)



Weather Forecasting

Yang and Shadlen, Nature 2007



Model of Weather Prediction Task

Action values



cA ≈ P(A|s), cB ≈P(B|s)

Sum of log posterior ratio



How does the brain learn to make abstract categorical 
decisions about visual stimuli?



30°

Category boundary

Monkeys grouped 360° of visual motion directions into two categories

Stimuli were high contrast, 100% coherent random dot patterns



C1! C2!
Decision neurons!

Sensory neurons (MT)!

R
ew
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d 
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Plastic! Modulatory!

Response!

Associative neurons (LIP)!

Top-down projection from decision circuit is crucial for category learning

Sensory  network

intermediate  network
with mixed selectivity

“feedback”: top-down 
projections from decision 
network to intermediate 
network

Engel et al. Nature Communication 2015



Reinforcement Learning 

Schultz et al 1997 
Sutton & Barto 1998 

Daw & Doya 2006 

Glimcher 2011 

 

Value 
function 
Reward 
events 

A
τ

Behrens et al  2007 Learning rate q 
=1/τ



A reservoir of time constants 
heterogeneously distributed across single neurons in DLPFC, ACC and LIP

Bernacchia, Seo, Lee and Wang Nature Neurosci 2011



Large-scale brain circuit system 

Felleman and van Essen 1991
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Vickery, Chun and Lee Neuron 2011; Clark J Neurophysiol 2013
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computers (Atkinson and Shiffrin, 1968). In their 
model, selected components of sensory information 
are transferred to a short-term store with limited capac-
ity. Typically the memories are retained in short-term 
memory for seconds although often the capacity is 
expressed in terms of the number of items that can  
be remembered. Only a further selection reaches a 
long-term memory store. The process of transfer of 
information from the short-term repository to the 
long-term memory store may require rehearsal of the 
information in the short-term store. This is a simple 
model of memory consolidation in which memories 
are first in a labile state and only later do they become 
long-lasting.

Finally, there is a third type of memory, called 
working memory, that complements short- and long-term 
memories. Short-term memory is assumed to be the 
result of a relatively passive process. In contrast, 
working memory, although it involves similar times-
cales, is more “active” as there are mental operations 
performed on the information currently held in 
memory. Therefore, working memory involves manipu-
lation as well as storage of information for a short 
period of time (seconds).

11.1.2 Episodic, Semantic, and Procedural Mem-
ories Long-term memories are divided into different 
classes, depending on their content and on the way 
they are affected by memory disorders (i.e., some 
memory disorders affect specifically one type of memo-
ries and not the others). Consciously accessible memo-
ries are usually named declarative or explicit memories. 
They are further divided into episodic and semantic 
memories.

Episodic memories contain information about spe-
cific events and the time and the situation in which they 
occurred (e.g., autobiographical memories such as the 
memory of what I had for dinner two days ago). The 
medial temporal lobes, including the hippocampus and 
parahippocampal cortices (entorhinal and perirhinal 
cortex), are critical for storing episodic memories. 
Other cortical areas like prefrontal cortex seem also to 

11.1 General Definitions and Background

Memory is often defined as the faculty of bringing to 
mind information encountered at an earlier time. In 
neuroscience, memory has a broader meaning, and it 
does not necessarily imply some form of conscious rec-
ollection: past events are remembered whenever they 
can influence our behavior at the present time. Even 
more broadly, they are remembered when they can 
affect the behavior of individual neurons or, more  
generally, of any dynamical variable such as a key mol-
ecule in a subcellular signaling pathway within the 
nerve cell. Memories are encoded (the information is 
acquired), stored (the information is retained), and 
then retrieved at a later time (the stored information 
is accessed).

11.1.1 Short-Term, Long-Term, and Working 
Memory Memory is not a unitary phenomenon, and 
different types of memories have been identified and 
studied systematically for more than a century. William 
James, a pioneering American psychologist at the end 
of the nineteenth century, was among the first who 
attempted to define different types of memory. He 
believed that there are two qualitatively different types: 
primary and secondary memories. Primary memories 
are basically an extension of the present moment, and 
they last as long as they can affect our current state of 
mind through an uninterrupted series of connected 
conscious states (“conscious stream”). These memories 
typically last seconds to minutes, depending on the cog-
nitive function that is considered. Secondary memories 
can last weeks, months, years, even a lifetime, and they 
are defined as “the knowledge of a former state of mind 
after it has already once dropped from consciousness; 
or rather it is the knowledge of an event, or fact, of 
which meantime we have not been thinking, with the 
additional consciousness that we have thought or expe-
rienced it before” (James, 1890).

More recently, at the end of the 1960s, Atkinson and 
Shiffrin introduced a three-stage model of memory 
inspired by studies on the architecture of the first 
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